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Essentially, all models are wrong, but some are
useful.

George Box

Uncertainty is part of the model, so it is wrong too.
How can we make it useful?



Uncertainty is incomplete
knowledge

What counts as random depends on what we know: a coin
flip follows classical mechanics, so it becomes predictable

output y

once we measure how it was thrown

e Probability is the language we use to represent
uncertainty over outcomes

input x



What we haven't learned vs. aleatoric  epistemic

!

what we can't observe

o Epistemic: we don't know the true relationship

output y

between inputs and outputs. More data
reduces it

e Aleatoric: what we observe doesn't determine
the outcome. More data of the same kind won't Teine

remove it

Richer inputs can reduce aleatoric uncertainty but leave more to learn.
Whether that pays off depends on how much data we have



Why care? The prediction isn't
the decision

e A human decides: the model doesn't know
what's at stake. "20% rain" means one thing for

-

a wedding, another for a walk €D 20%
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Why care? The prediction isn't
the decision

e A human decides

e The meanisn't enough: we want to capture
distinct choices or quantify tail risks

tail risk



https://commons.wikimedia.org/w/index.php?curid=15699275

Why care? The prediction isn't
the decision

e A human decides
e The meanisn't enough

e We can choose not to decide yet: selective

automation hands unsure cases to a human




Why care? The prediction isn't
the decision

A human decides

next query

The meanisn't enough

We can choose not to decide yet

[ J
output y

Learning where it pays: active learning and
Bayesian optimisation query where the model
knows least

input x



Why care? The prediction isn't
the decision

A human decides

e The meanisn't enough

e We can choose not to decide yet
e Learning where it pays

e The uncertainty feeds further computation:
sensor fusion and Kalman filters use it to weigh
each input

radar

camera
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Why care? The prediction isn't the decision

A human decides: the model doesn't know what's at stake. "20% rain" means one thing
for a wedding, another for a walk

e The mean isn't enough: we want to capture distinct choices or quantify tail risks
e We can choose not to decide yet: selective automation hands unsure cases to a human

e Learning where it pays: active learning and Bayesian optimisation query where the
model knows least

e The uncertainty feeds further computation: sensor fusion and Kalman filters use it to
weigh each input

All of these need the uncertainty to be useful. When is it?

11



Searching for the truth

Models, hypotheses and learning from noisy data
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https://www.research-collection.ethz.ch/handle/20.500.11850/523790

The space of all hypotheses

all conditional
distributions p(y | x)
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A model is a subset of
hypotheses

e A model is a family of hypotheses,
indexed by parameters 0

e Here: a Gaussian with learned mean
and fixed variance

pe(y | ) = N (y; fo(), 0°)

e The truth need not lie inside the
model

all conditional
distributions p(y | x)
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model pg(y | z) NLL = 35.5

Training moves us closer all conditional
d. b . Y| x
to the truth istributions p(y | )

right

Y

* We minimize the negative log-
likelihood (NLL) on data

steering angle

e For a Gaussian with fixed variance,
this is the familiar mean squared

error:
NLL = 5> MSE + const

¢ We can only estimate the NLL, which

left middle right
lane position z

doesn't tell us how wrong we are:

E.y[NLL] = E. [KL(p" || p) | +Eo[H(p")]
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The best fit steers into the divider

e Drivers take the left or the right lane

e Any foin N (y; fo(z), o2) averages the two

middle lane: p(y | z =middle)

best MSE fit:
— into the divider

take the take the
left lane K right lane
Iéft stralight riéht

steering angle y

© 2026 Christian Henning - Cervera ... Henning (2021), Uncertainty estimation under model misspecification -

Henning (2025), Why an MSE loss might make your self-driving car crash 16



https://arxiv.org/abs/2111.11763
https://chrhenning.com/blog/2025/when-mse-loss-leads-to-mis-steering/

Reducing model misspecification

one Gaussian, fixed variance mixture of two Gaussians
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po(y| =) = My; p, o°) po(y | z) = 7w My; 1, 02) + (1 — ) My; pa, 02)

As modellers, it's our job to understand the problem well enough to make good assumptions
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A richer model contains the truth, but needs data

o n =20 KL =13.24 n = 2,000 KL = 0.01
all conditional

distributions p(y | z)
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steering angle
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left middle right left middle right
lane position =« lane position z

More hypotheses leave more room for ambiguity: without helpful inductive biases, little data
can't single out the truth
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A good fit captures aleatoric uncertainty

n = 2,000 - ply |z = middle)
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Aleatoric: even a perfect model can't say which lane the driver will take

But how do we know our fit is good?

© 2026 Christian Henning
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Instead of one fit, keep every plausible fit

no data

all conditional
distributions p(y | z)

, fight

steering angle

left

left middle right
lane position z

o Before any data, we put a soft weighting on all hypotheses in the model: the prior

e Data moves the weight to the hypotheses that explain it: the posterior
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Bayes: weigh all hypotheses, don't commit to one

all conditional
distributions p(y | z)

likelihood prior
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—— p(D)

- posterior

p(0)

D = {(xi,y;) } is our data; the likelihood measures how well hypothesis 6 agrees with it

To predict, we average all hypotheses, weighted by the posterior: the posterior predictive
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Sources of uncertainty

e Aleatoric: the truth itself is noisy

o Epistemic: what we haven't learned
o Approximation: which
hypothesis in the model? The
posterior captures it

o Model: is the truth in the model
at all? The posterior can't see it

all conditional
distributions p(y | x)

aleatoric

model

approximation
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https://arxiv.org/abs/1910.09457

Bayes tells us where we lack data, not whether our model is wrong

misspecified no data
* right

Ny; 1, 07) 330
O left
_ well specified no data
| , N right S — ,@b@
mNy; p, o7) ' : log p(D | M)

=295

+ (1 — ) My; p2, 05) left

left middle right
lane position z

e Bayesian Occam's razor: the evidence p(D | M) = [p(D | 6) p(6 | M) dé

e |t ranks models, but only those we try
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How to get a guarantee:
conformal prediction

histogram of calibration scores

[YP®

90% of
scores

Hold out a calibration set

count

Pick a score for how wrong the model is
10%
Take the 90% quantile g of the calibration

scores

Prediction set for a new x: every y with score 5(z,y) = |y — /()]
s(z,y) < ¢

Guarantee: for any model, the set contains the true y 90% of the time, on average over inputs
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https://arxiv.org/abs/2107.07511

The guarantee is free, a useful set is not

Gaussian, fixed variance Mixture of two Gaussians Same mixture
score |y — f(z)| score |F(y|z) —1/2 score —p(y| )
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left middle right left middle right left middle right
lane position z lane position z lane position z
set: the model's central 90% set: where the model's density is high

set: same width everywhere
model p(y|z) [ 90% conformal set e  drivers

e Choose the model: a model with one lane gives a set with one lane

e Choose the score: a good model can still give a set through the divider
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https://arxiv.org/abs/1909.07889
https://chrhenning.com/blog/2026/conformal-prediction/

From uncertainty estimation
to decision making

26



Decision theory: pick the action
with the lowest expected loss

 The model provides the belief p(y | x)

« Whoever acts provides the loss L(a, y): the
cost of action a if the outcome is y

e We act to minimize the expected loss:

a’ = arg m;m Eyp(y|z) [L(a, y)]

< 20%
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Example: visual quality inspection
e The model scores each part with
p(defect | ), and we reject above a threshold

e Does this score need to be faithful?
o Calibrated: of all parts withp = 0.1,10%
are defective

o Guaranteed: at most 1% of defects
escape

© 2026 Christian Henning

Image generated with ChatGPT
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Calibration? Not needed

o Textbook rule: reject if

Crp

defect | ) >
P ) CFp + CFN

crp: cost of rejecting a good part
crN: cost of shipping a bad one

e Calibrated against whom? Inspectors disagree
on borderline parts

e cpn (recalls, lost customers, reputation) is
rarely known, so the threshold is a guess
anyway
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Guarantees? At a price

threshold set so that 5% of defects escape

good model (AUROC 0.99)
3% false rejects

e Class-conditional conformal
prediction, calibrated on defects only,
sets the threshold so that at most o

of them escape good defects
parts
 Needs about 1/« labelled defects,
and the next defect may look like /
none of them -
 The guarantee fixes the threshold, WEELS ek E (L RO 028
56% false rejects
however many good parts it rejects
e Too many? We raise it, and are back good defects
parts

to a cost we can't measure

defect score —


https://arxiv.org/abs/1209.2673

Not faithful but useful

e Small scratches are rarely called defects, deep
cracks almost always

e In between, inspectors disagree, and there is no
objective truth

e A useful score mirrors that: less severe, lower
score

e |ts exact values don't matter, only the order

e Inthe gray area, the operator sets the threshold
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Example: holding reserve for wind power

e The model predicts the shortfall: how much
less wind power arrives than planned

e The operator keeps backup power on standby,
the reserve. If the shortfall exceeds it, each
missing unit costs cqport- EACh unused unit
costs ¢;qle

e The best reserve is the 7-quantile of the
prediction:

Cshort

T —
Cshort + Cidle

reserve

shortfall

shortage
chance 1 —r1
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The costs pick the quantile

e Prices change by the hour, and with them 7

The Gaussian gets the reserve right at 90%

At 99% it holds too little, and shortages come
more than twice as often as planned

With a changing T, every quantile has to be
right: the whole distribution must be faithful

chance of a shortage

1in2

1in 10

1in 100

1in 1000

reserve

m—— truth
- (Gaussian
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The tail is where data runs out

e A year of data already shows the Gaussian is
wrong at 1in 100

e For anything rarer than once a year, there's no 1in 2
data: the reserve rests on the shape we assume o
| g 1in10
* The data can't show us that shape. As S
. an. o )]
modellers, we have to build it into the model ©
© 1in100
)
O
C
qy]
L
O
1in 1000

rarer than once a year:

no data

N

reserve

truth
Gaussian
one year of data
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Make uncertainty

Humans misjudge probabilities,
so does uncertainty need to be faithful?

It takes real modelling work,
so ask first what you gain from it

useful
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https://doi.org/10.1126/science.185.4157.1124

Thank you!

Questions?

You can find more on these topics on chrhenning.com



Backup: why the 7-quantile?

Add one more unit of reserve

With probability 1 — F(r) the shortfall exceeds the reserve: the unit saves Cshort

With probability F'(r) it doesn't: the unit sits idle and costs c;qie

Keep adding reserve while the expected saving beats the expected cost:
Cshort (]- T F(T)) > Cidle F(T)

 F'(r) grows with 7, so stop where both are equal:

Cshort
F(T*) — snor — T
Cshort + Cidle

F'is the CDF of the predicted shortfall, so * is its 7-quantile



